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A fundamental problem in scientific computing
Given A 2 RN⇥N , b 2 RN, how to solve Ax = b efficiently?

Issue: cost! (it often takes 60–99% of the whole simulation time!)

Oldest method: Gaussian elimination
8
><

>:

a11x1 + a12x2 + a13x3 = b1

a21x1 + a22x2 + a23x3 = b2

a31x1 + a32x2 + a33x3 = b3
8
><

>:

a11x1 + a12x2 + a13x3 = b1

ã22x2 + ã23x3 = b̃2

ã32x2 + ã33x3 = b̃3
8
><

>:

a11x1 + a12x2 + a13x3 = b1

ã22x2 + ã23x3 = b̃2

ā33x3 = b̄3
8
><

>:

a11x1 + a12x2 + a13x3 = b1

ã22x2 + ã23x3 = b̃2

ā33x3 = b̄3 *

8
><

>:

a11x1 + a12x2 + a13x3 = b1

ã22x2 + ã23x3 = b̃2 *

ā33x3 = b̄3 *

8
><

>:

a11x1 + a12x2 + a13x3 = b1 *

ã22x2 + ã23x3 = b̃2 *

ā33x3 = b̄3 *

black-box, most user-friendly, most commonly used in practice

expensive: O(N3) (N3 = 1024 if N = 108)

G.E. on a supercomputer: Frontier, United States (–1,102 petaFLOPs, 8.7M
cores)

Gauss Elimination
n = 106 n = 107 n = 108 n = 109

0.22 s 0.06 hrs 2.62 days 7.19 yrs General dense matrix
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Variational Principle

Variational principle:

w(x) ⌘ 0 ()

Z 1

0
w(x)v(x) dx = 0 8v

Jinchao Xu (KAUST & PSU) DL & PDEs 4 / 62
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Variational formulation for 1D elasticity equation

1D linear elasticity equation on [0, 1]

� u
00 = f u(0) = u(1) = 0. (1)

Consider:

V = {v : continuous and piecewise smooth on [0, 1], v(0) = v(1) = 0} (2)

and integrate by parts

Z 1

0
�u
00
v dx =

Z 1

0
u
0
v
0

dx + u
0
v

����
1

0
=
Z 1

0
u
0
v
0

dx .

Variational formulation: Find u 2 V

Z 1

0
u
0
v
0

dx =
Z 1

0
fv dx 8v 2 V . (3)

Jinchao Xu (KAUST & PSU) DL & PDEs 5 / 62



xu
@

math
.ps

u.e
du

Jin
ch

ao
Xu

1D Finite element space
Uniform grid Th

0 = x0 < x1 < · · · < xN+1 = 1, xj =
j

N + 1
(j = 0 : N + 1).

x0 xj xN+1

Linear finite element space

Vh = {v : v is continuous and piecewise linear w.r.t. Th, v(0) = v(1) = 0}.
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Galerkin method

Galerkin method: Find uh 2 Vh such that
Z 1

0
u
0

h
v
0

h
dx =

Z 1

0
fvh dx 8vh 2 Vh.

uh = ÂN

i=1 ui ji (x)
Nodal basis: ji (xj ) = dij

ji (x) =

8
<

:

x�xi�1
h

, x 2 [xi�1, xi ];
xi+1�x

h
, x 2 [xi , xi+1];

0 elsewhere.

i−1
0
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1D linear system on uniform grid

Stiffness matrix aij =
R 1

0 j0
j
j0

i
dx , bi =

R 1
0 f ji dx

A =
1
h

0

BBB@

2 �1
�1 2 �1

. . .
. . .

. . .
�1 2 �1

�1 2

1

CCCA
b = h

0

BBB@

f (x1)
f (x2)

.

.

.
f (xN�1)

f (xN )

1

CCCA
+O(h3).

Jinchao Xu (KAUST & PSU) DL & PDEs 8 / 62
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Iterative methods for Au = f

u
0, u1, . . . ,um�1

�! u
m

Basic ideas:
1 Form the residual: r = f � Aum�1

2 Solve the residual eqn Ae = r approximately ê = Br with B ⇡ A�1

3 Update um = um�1 + ê

Linear iterative method:
u

m = u
m�1 + B(f � Au

m�1) (4)

Let A = L + D + U. Thus,
Jacobi iteration: B = D�1,
Gauss-Seidel iteration: B = (L + D)�1.

Jinchao Xu (KAUST & PSU) DL & PDEs 9 / 62
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Examples: basic iterative methods
Richardson iteration:

u
m = u

m�1 + w(f � Au
m�1), m = 1, 2, · · · , (5)

Modified Jacobi:

u
m = u

m�1 + wD
�1(f � Au

m�1), m = 1, 2, · · · , (6)

Modified Gauss-Seidel:

u
m = u

m�1 + (w�1
D + L)�1(f � Au

m�1), m = 1, 2, · · · , (7)

Thus, the iterative method converges if the following operator is SPD:

(B0)�1 + B
�1
� A =

8
>>>>>><

>>>>>>:

2w�1
� A > 0 if 0 < w <

2
r(A)

Richardson;

2w�1
D � A > 0 if 0 < w <

2
r(D�1A)

Modified Jacobi;

(2�w)w�1
D > 0 if 0 < w < 2 Modified G.-S.

Jinchao Xu (KAUST & PSU) DL & PDEs 10 / 62
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Iterative methods: Gauss–Seidel

Consider a simple algebraic system:

a11x1 + a12x2 + a13x3 = b1
a21x1 + a22x2 + a23x3 = b2
a31x1 + a32x2 + a33x3 = b3

Gauss-Seidel method (xm�1 ! xm):

a11xm

1 + a12x
m�1
2 + a13x

m�1
3 = b1

a21xm

1 + a22xm

2 + a23x
m�1
3 = b2

a31xm

1 + a32xm

2 + a33xm

3 = b3

It converges for any symmetric, positive and definite (SPD) system.
Only involves the inversion of the diagonal elements: a

�1
ii

However, if converges very slowly if the linear system is large.

Jinchao Xu (KAUST & PSU) DL & PDEs 11 / 62
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Iterative methods as gradient descent (GD)
If A is SPD, then we have the following equivalence:

Au = f () min
1
2

u
T

Au � f
T

u

| {z }
J(u)

Richardson for Au = f , Gradient descent for f (u)

u
m = u

m�1 + h(f � Au
m�1) = u

m�1
� hrJ(um�1)

Jacobi for Au = f , Scaled gradient descent for f (u)

u
m = u

m�1 + hD
�1(f � Au

m�1) = u
m�1
� h[diag(A)]�1

rJ(um�1)

Gauss–Seidel for Au = f , Preconditioned gradient descent for f (u)

u
m = u

m�1 + (hD + L)�1(f � Au
m�1) = u

m�1
� PrJ(um�1), P = (hD + L)�1

Jinchao Xu (KAUST & PSU) DL & PDEs 12 / 62
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Algebraic system and GD
Algebraic system: uh = Â ui ji

Au = f , where A = ((j0
j
, j0

i
))ij

Solve it by gradient descent:

Size 42 162 642 2562 10242

GD 56 954 14,758 223,630 > 1,000,000

The number of iterations increases dramatically for larger linear systems, leading to a poor
solver.

Convergence rate of gradient descent method:

k(uh � u
m

h
)k 

⇣
1� ch

2
⌘m

k(uh � u
0
h
)k.

Jinchao Xu (KAUST & PSU) DL & PDEs 13 / 62
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Model problem and frequencies
(
�u

00

(x) = f , x 2 (0, 1),
u(0) = 0, u0(1) = 0.

Consider eigenvalue problem

(
�u

00

k
(x) = lk uk (x), x 2 (0, 1),

uk (0) = 0, u0
k
(1) = 0,

We have
lk = (k �

1
2
)2p2, uk (x) = sin

✓
(k �

1
2
)(px)

◆
, k = 1, 2, 3, · · · .

Figure: Frequencies with smaller k and larger k

Jinchao Xu (KAUST & PSU) DL & PDEs 15 / 62
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Frequency bias of GD
For any SPD matrix A 2 Rn⇥n and vector b 2 Rn, the gradient descent method solving

min
u2Rn

I(u) with I(u) =
1
2

uT
Au� uT

b

reads as
u`+1 = u`

� hruI(u`), ` = 0, 1, · · · ,

with initial guess u0.
Since that ruI(u) = Au� b, we have

u`+1 = u`
� h(Au`

� b), ` = 0, 1, · · · .

Convergence of GD with h = 1
ln,A

u� u` =
n

Â
k=1

ak

✓
1�

lk ,A

ln,A

◆`

xk

A

where xk

A
, k = 1, 2, · · · , n are the eigenvector of A.

Fast on algebraic frequencies corresponding to large eigenvalues.
Slow on algebraic frequencies corresponding to small eigenvalues.

Jinchao Xu (KAUST & PSU) DL & PDEs 16 / 62
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H1 fitting

Given f 2 L(W)

J(v) =
1
2

a(v , v)� (f , v)

Consider to fit a target function u(x) 2 V by a function un(x) 2 Vn.

a(u, v) = (u0, v 0)
L2 , H

1 fitting.

Jinchao Xu (KAUST & PSU) DL & PDEs 17 / 62
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Finite element: Piecewise linear functions
Uniform grid Th

0 = x0 < x1 < · · · < xN+1 = 1, xj =
j

N + 1
(j = 0 : N + 1).

x0 xj xN+1

Figure: 1D uniform grid
Linear finite element space

Vh = {vh : v is continuous and piecewise linear w.r.t. Th , vh(0) = 0}.
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Figure: Typical finite element functions.
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Two basis of the finite element space Vh

Hat basis:

j(x) =

8
><

>:

x x 2 [0,1]
2� x x 2 [1,2]
0, others

.

ji (x) = j(
x � xi�1

h
) = j(whx + bi ).

with wh = 1
h
, bi =

�xi�1
h

.
ReLU basis: ReLU(x) = max(0, x) and

ri (x) = ReLU(
x � xi�1

h
) = ReLU(whx + bi )

Vh = span {ReLU(whx + bi )} =
span {j(whx + bi )}

Jinchao Xu (KAUST & PSU) DL & PDEs 19 / 62
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Hat and ReLU bases on a uniform grid

Figure: Left: ReLU bases. Right: Hat bases.
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H1-fitting

Stiffness matrix for Hat basis AHat is given by

AHat =

✓Z 1

0
j0

j
(x)j0

i
(x)dx

◆
=

1
h2

0

BBBBB@

2 �1
�1 2 �1

. . .
. . .

. . .
�1 2 �1

�1 1

1

CCCCCA
2 Rn⇥n. (8)

Lemma
The eigenvalues lk ,Ahat

, 1  k  n and corresponding eigenvectors

xk

Ahat
= (xk

Ahat ,j
)n

j=1, 1  k  n of Ahat are

lk ,Ahat
= 4(n + 1)2 sin2 (k � 1

2 )p

2n + 1
⇡ lk ,

xk

Ahat ,j
= sin

✓
(k �

1
2
)pxj

◆
with xj =

2j

2n + 1
, 1  j  n.

Jinchao Xu (KAUST & PSU) DL & PDEs 21 / 62
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Frequency bias for hat basis

1 GD for stiffness matrix of Hat bases:
I ka� a`k = O

�
(1� cn�2)`

�
.

I Low frequency converges slowly: O
�
(1� cn�2)`

�
.

I High frequency converges fast: O(1� d)` for 0 < d < 1.

Figure: Low and high frequencies

Ref: Q. Hong, Q. Tan, J.W. Siegel, and J. Xu. On the activation function dependence of the spectral bias of neural networks.
arXiv:2208:04924 (2022).

Jinchao Xu (KAUST & PSU) DL & PDEs 22 / 62
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Relationship between ReLU basis and hat basis

We have
j(x) = 1 · ReLU(x)� 2 · ReLU(x � 1/2) + 1 · ReLU(x � 1). (9)

Let Y(x) = (r1(x), r2(x), · · · , rn(x))
T and F(x) = (j1(x), j2(x), · · · , jn(x))

T . Then

F = CY, (10)

where

C =
1
h2

0

BBBBBBB@

1 �2 1
1 �2 1

. . .
. . .

. . .
1 �2 1

1 �2
1

1

CCCCCCCA

. (11)

Jinchao Xu (KAUST & PSU) DL & PDEs 23 / 62
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Spectral analysis of H1-fitting

Stiffness matrix AReLU is given by

AReLU =

✓Z 1

0
r
0

j
(x)r 0

i
(x)dx

◆
= h

2

0

BBBBB@

n n� 1 n� 2 · · · 1
n� 1 n� 1 n� 2 · · · 1
n� 2 n� 2 n� 2 · · · 1

...
...

...
. . .

...
1 1 1 · · · 1

1

CCCCCA
2 Rn⇥n. (12)

Theorem

AReLU = EA
�1
Hat

E
�1

with E =

0

BB@

1
1

· · ·

1

1

CCA . (13)

The eigenvalues lk ,AReLU
, 1  k  n and the corresponding eigenvectors xk

AReLU
, 1  k  n of

AReLU are as follows:

lk ,AReLU
= l�1

n+1�k ,AHat
, xk

AReLU
= Exn+1�k

AHat
. (14)

Jinchao Xu (KAUST & PSU) DL & PDEs 24 / 62
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Spectral analysis of H1-fitting
Proof:
By direct computation, we have

AReLU = h
2
A1, with A1 =

0

BBBBB@

n n� 1 n� 2 · · · 1
n� 1 n� 1 n� 2 · · · 1
n� 2 n� 2 n� 2 · · · 1

...
...

...
. . .

...
1 1 1 · · · 1

1

CCCCCA
(15)

and

A
�1
1 =

0

BBBBB@

1 �1
�1 2 �1

. . .
. . .

. . .
�1 2 �1

�1 2

1

CCCCCA
. (16)

By inspection, we have

1
h2 A

�1
1 =

0

BB@

1
1

· · ·

1

1

CCAAhat

0

BB@

1
1

· · ·

1

1

CCA . (17)

Jinchao Xu (KAUST & PSU) DL & PDEs 25 / 62
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Spectral analysis of H1-fitting: eigenvectors
Theorem

Let ek (x) = xk

AReLU
· Y(x) =

n

Â
i=1

xk

AReLU ,i ri (x), then we have

ek (xj ) = sin
ptk

2
+ sin

✓
(n� k +

1
2
)ptj �

ptk

2

◆
and tj =

2j

2n + 1
.

Figure: Functions: e1(x), e2(x) and e3(x).

Figure: Functions: e62(x), e63(x) and e64(x).
Jinchao Xu (KAUST & PSU) DL & PDEs 26 / 62
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Frequency bias for ReLU basis

1 GD for the stiffness matrix of ReLU basis:
I ka� a`k = O

�
(1� cn�2)`

�
.

I Low frequency converges fast: O(1� d)` for 0 < d < 1..
I High frequency converges slowly: O

�
(1� cn�2)`

�
.

Figure: Low and high frequencies

Ref: Q. Hong, Q. Tan, J.W. Siegel, and J. Xu. On the activation function dependence of the spectral bias of neural networks.
arXiv:2208:04924 (2022).
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GD for H1-fitting

Figure: Results of Hat basis. Figure: Results of ReLU basis.
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Frequency bias for training neural network

A special case of neural network functions: linear problems
The frequency principle is still true for nonlinear problems with neural network functions.

Poisson equation. Left: ReLU activation. Right: Hat activation.

Jinchao Xu (KAUST & PSU) DL & PDEs 29 / 62
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Activation dependence of training neural network

ReLU neural networks
Prioritize learning low frequency modes in
H1 fitting
Prioritize learning low frequency modes in
L2 fitting
Training loss decreases slowly in L2 fitting
due to the frequency bias

Hat neural networks
Prioritize learning the high frequency
modes in H1 fitting
Learn both the low frequency and high
frequency modes in L2 fitting
Training loss decreases very fast in L2

fitting since there is no frequency bias

Rahaman, N., Baratin, A., Arpit, D., Draxler, F., Lin, M., Hamprecht, F. A., Bengio, Y. & Courville, A. (2019), Xu, Z. (2018),
Cai, W. & Xu, Z. (2019), Xu, Z., Zhang, Y., Luo, T., Xiao, Y. & Ma, Z (2019), Hong, Q., Seigel, J., Tan, Q., & Xu, J. (2022).
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"Convergence" of SGD or Adam Algorithms for
NN-based PDE Solver

SGD and Adam converge rather quickly for low frequency, and hence capture the “profile"
of physical solutions reasonably well.

This provides a theoretical explanation of the success of methods such as PINN.

Jinchao Xu (KAUST & PSU) DL & PDEs 31 / 62
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"Non-convergence" of SGD or Adam Algorithms for NN-based PDE Solver

un = argmin
vn2SReLU

n

J(vn). (18)

We have proved that one can NOT use SGD or Adam to numerically find ũn ⇡ un such that

ku � ũnk  cn
�a (19)

for any a > 0 for large n.
H1-fitting by ReLU NN:

1� cn
�2

Taking n = 106: how many iterations do we need such that

(1� 10�12)k
 10�7 (20)

I k � 1.61x1025
I 32 years for the fastest computer in the world (Frontier, 1.1 EFLOPS)

New training algorithms are required to achieve sufficiently good accuracy!

Greedy training algoritm

Jinchao Xu (KAUST & PSU) DL & PDEs 32 / 62
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GD for a nearly singular system

Consider: Aeu = g (Ae = A0 + eI)

A0 =

0

@
1 �1 0
�1 2 �1

0 �1 1

1

A , g =

0

@
�1
�1

2

1

A 2 R(A0), p =

0

@
1
1
1

1

A 2 N(A0).

Note that s(A0) = {3, 1, 0}. Apply scaled gradient descent method with kAeuk � gk  10�8:

e # of iter = m

1. 37
10�1 236
10�2 1,918
10�3 16,115
10�4 130,168
0. [singular case] 20

Iterative method usually is OK for singular system, but subtle for nearly singular system!

Ref for semi-definite case: Keller 1965; Lee, Wu, Xu and Zikatanov 2007

Jinchao Xu (KAUST & PSU) DL & PDEs 34 / 62



xu
@

math
.ps

u.e
du

Jin
ch

ao
Xu

Remedy: Expanded system (Over-parametrization)

Write u 2 R3 = u1e1 + u2e2 + u3e3 as
u = u

e1e1 + u
e2e2 + u

e3e3 + u
e4p = Pu

e
where

P =

0

@
1 0 0 1
0 1 0 1
0 0 1 1

1

A , p =

0

@
1
1
1

1

A 2 ker(A0).

Namely, we consider the coarse level with “lowest” frequency p 2 ker(A0).

The equation Aeu = g becomes

AePu
e
= g () (PT

AeP)u
e
= P

T
g,

leading to a semi-definite system:

0

BB@

1 + e �1 0 e
�1 2 + e �1 e
0 �1 1 + e e
e e e 3e

1

CCAu
e
=

0

BB@

�1
�1
2
0

1

CCA .

# GD with h = 0.7

e original normalized expanded
1. 37 13
10�1 236 14
10�2 1, 918 14
10�3 16, 115 16
10�4 130, 168 16
10�5 > 1, 000, 000 16
10�9 > 1, 000, 000 15
10�10 21 15
0. 20
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Over-parametrization() Two-level methods

Pooling
����!

V1 = R3 Pooling
��������!

pT

V2 = R

1 Initialization of inputs
A1 = Ae , g1  g, u1  random.

2 Iterate:
1 One step of GD method on V1

u1  u1 + h(g1 � A1u1).

2 Consider A1e1 = r1 ⌘ g1 � A1u1 and “pool” it to V2 and solve it:

A2u2 = g2, u2 = A
�1
2 g2

with
A2 = p

T
A1p = 3e, g2 = p

T
r1

3 update u1  u1 + pu2.

Multilevel method: over-parameterization using multilevel frame
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Multilevel frame over-parameterization() Multigrid

VJ ⇢ VJ�1 ⇢ VJ�2 ⇢ . . . ⇢ V1 ⌘ V .

Frame:
{fk ,i : i = 1 : nk , k = 1 : J}

Frame expansion (not unique):

uh =
J

Â
k=1

Â
x
k ,i2N

k

µi,k fk ,i .

Expanded system
A
e

µ
e
= b
e

where A
e

is the frame stiffness matrix

A
e
=

✓
(fk ,i , fl,j )A

◆
2 R

N⇥N , N =
J

Â
k=1

nk

V1 :

V2 :

V3 :

42 61 3 5 7

n=7

1

21 3
n=3

1

1

n=1

1
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An equivalent formulation of multigrid

Smoothing and restriction

For k = 1 : J

I For i = 1 : nk

uk  uk + Sk ⇤ (gk � Ak ⇤ uk ).

I Form restricted residual and set initial guess:

uk+1,0  Pk+1
k

uk ,

gk+1  Rk ⇤2(gk � Ak ⇤ uk ) + Ak+1 ⇤ u
0
k+1.

Prolongation with post-smoothing

For k = 1 : J � 1

uk  uk + Rk ⇤
>
2 (uk+1 � u

0
k+1).

I For i = 1 : n0
k

uk  uk + S
0
k
⇤ (gk � Ak ⇤ uk )

V1 :

V2 :

V3 :

42 61 3 5 7

n=7

1

21 3
n=3

1

1

n=1

1

f3,1 =
1
2

f2,1 + f2,2 +
1
2

f2,3
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2D linear system on a uniform grid

Model Problem:

�Du := �(uxx + uyy ) = g, in W,

u = 0 on ∂W, W = (0,1)2.

Discrete case:

4ui,j � ui+1,j � ui�1,j � ui,j+1 � ui,j�1 = gi,j , (21)

with

A ⇤ u = g, for A =

0

@
0 �1 0
�1 4 �1
0 �1 0

1

A , (22)

Jinchao Xu (KAUST & PSU) DL & PDEs 39 / 62



xu
@

math
.ps

u.e
du

Jin
ch

ao
Xu

GD for the over-parameterized multilevel system

Original system in terms of a basis

Au = g, A = ((rfj ,rfi )) 2 Rn1⇥n1

Expanded system in terms of a multilevel frame (over-parameterization):

A
e

u
e
= g

e
, A = ((rf`,j ,rfk ,i )) 2 R

N⇥N , N =
J

Â
k=1

nk

Solve A
e

by Gradient Descent:

Size GD for A GD for A
e

42 56 16
162 954 21
642 14,758 26
2562 223,630 26

10242 >1,000,000 26
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Performance of multigrid:

Iterations

lo
g(
k
x
�

x
n
k

A
)

1-level method

2-level method

3-level method

multilevel method
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A success story: HX preconditioner
(Hiptmair and Xu 2005, 2007, Xu 2014)

A DOE report to the U. S. Congress

"AMS is a perfect example of how fundamental mathematical research can lead to important

software advances in high-performance computing.”
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One application: LLNL
Scalability of HX preconditioner to 125,000 cores

Scaling hypre’s solvers to 100,000 cores 15

hybrid model, which has less communication overhead than the MPI only model,
but is not plagued by NUMA effects like the 1x16 hybrid model, where all memory
is located in the first memory module, causing large access times and contention for
the remaining 12 cores, see also [6].

0
1
2
3
4
5
6
7
8
9

10

0 50000 100000

Se
co

nd
s

Number of Cores

AMS-16

problem

setup

solve

0

20

40

60

80

100

120

140

0 50000 100000
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co

nd
s

Number of Cores

AMS-32 (big)

problem

setup

solve

Fig. 6 AMS results on Dawn for two different local problem sizes, 163 (left) and 323 (right).
Shown are the problem generation time and the solver setup and solve times. The AMS-32 problem
uses the 64-bit version of hypre.

In Figure 6 we show the scalability results for CG with AMS preconditioner
applied to the constant coefficient electromagnetic diffusion problem described in
the previous section. We consider a coarse (AMS-16) and a 64-bit fine problem
(AMS-32) with parallel setups corresponding to 163 and 323 elements per core. The
respective largest problem sizes were around 1.5 and 12 billion on 125,000 cores.
Both cases were run with the assumed partition version of hypre.

Though not perfect, both the AMS setup and solve times in Figure 6 show good
parallel scalability, especially in the case of AMS-32 where the larger amount of
local computations offsets better the communications cost. The slight growth in
the solve times can be partially explained by the fact that the number of AMS-CG
iterations varies between 9 to 12, for AMS-16, and 10 to 14, for AMS-32.

In Figure 7, we show timings for one iteration (cycle) of a few solvers considered
earlier. This removes the effect of the iteration counts given in Table 1 on the overall
solve times. We see that the cycle time for AMG-40 is only slightly larger than
PFMG-40-1, even though it is a fully unstructured code. This is mainly due to the
dominant cost of communication, but it also suggests that improvements may be
possible in the PFMG computational kernels where we should be able to take better
advantage of structure. PFMG-40-2 is faster than PFMG-40-1 because it maintains
7-pt operators on all grid levels, reducing both communication and computation
costs. AMS-16 is the slowest even though the grid is smaller, because it is solving
a much harder problem that involves essentially four AMG V-cycle plus additional
smoothing. It is interesting to note that all of the curves have almost the same shape,
with a slight increase at 85,184 cores. This is most likely due to a poor mapping
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on
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)

Scalability of one edge solve (final cycle) for large ∆t

AMS−CG
DS−CG

Left: Auxiliary-space Maxwell Solver. Total problem size is 12 billion.
Right: Scalability (70K edge unknowns per processor)

Ref: A. Baker, R. Falgout, T. Kolev, and U. Yang 2012
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Comment and Questions

Multigrid is powerful.

Can the power of multigrid be transformed to CNN?
I better structure CNN with fewer weights?
I faster training algorithms?
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Space decomposition and subspace correction
V : Hilbert space, A : V ! V 0: linear operator, f 2 V 0. Find u 2 V such that

Au = f .

Space decomposition: V = Âi Vi = Âi Ii Vi :

u =
J

Â
i=1

ui =
J

Â
i=1

Ii ui .

Subspace solvers: Ri : V 0
i
7! Vi with

Ri ⇡ A
�1
i

, (Ai ui , vi ) = (Aui , vi ), ui , vi 2 Vi

Parallel subspace correction:

u  u + B(f � Au), B =
J

Â
i=1

Ii Ri I
T

i
.

Successive subspace correction (SSC): u  u + Ii Ri I
T

i
(f � Au), for i = 1 : J

Xu, J. (1992).
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Examples

Jacobi and block Jacobi methods are parallel subspace corection methods.
Gauss–Seidel and block Gauss–Seidel methods are successive subspace correction
methods.
Multigrid methods:

! ! !

V1 V2 V3 V4

V =
J

Â
k=1

Vk =
J

Â
k=1

Â
xk ,i2Nk

span{fk ,i}

I Successive subspace correction! multigrid with Gauss–Seidel smoothers
I Parallel subspace correction! BPX preconditioner

Bramble, J.H., Pasciak, J.E., and Xu, J. (1990).
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Space decomposition and expanded system

Space decomposition: V = Âi Vi = Âi Ii Vi :

u =
J

Â
i=1

ui =
J

Â
i=1

Ii ui = Pu
e

where
P = (I1, . . . , IJ ), u

e
= (u1, . . . uJ )

T

Expanded system:
APu
e
= Au = f ) PT

APu
e
= PT

f

Block Jacobi and Gauss-Seidel can be applied.
Connection with Block Jacobi and Gauss-Seidel

PSC, Block Jacobi
SSC, Block Gauss-Seidel
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PSC and SSC in the view from expanded system

Theorem
Iterative methods for A

e
u
e
= f
e
:

u
e

m = u
e

m�1 + B
e
(f
e
� A
e

u
e

m�1), m = 1, 2, . . .

PSC for Au = f , modified Jacobi: B
e
= R
e
⇡ D
e
�1

SSC for Au = f , modified G-S: B
e
= (R

e
�1 + L

e
)�1.

Some history:
X. 1992: DD, MG, Jacobi and GS) PSC or SSC

Griebel 1994: MG, GS for expanded matrix in terms of multilevel nodal basis

L. Chen 2011: PSC (SSC), Jacobi and GS for expanded matrix (as stated above)
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Theory: XZ-identity

Sharp convergence theory for subspace correction methods

u � u
n =

J

’
i=1

(I � Ti )(u � u
n�1), Ti = Ri Ai Pi .

Theorem (Xu and Zikatanov (2002, J. AMS, 2008))
The MSC is convergent if each subspace solver is convergent:

k

J

’
i=1

(I � Ti )k
2 = 1�

1
K
, K = sup

kvk=1
inf

Âi vi=v

J

Â
i=1
kvi + T

⇤

i

J

Â
j=i+1

vjk
2
R̄
�1
i

Special case (Ti = Pi )

k

J

’
i=1

(I � Pi )k
2 = 1�

 
sup
kvk=1

inf
Âi vi=v

J

Â
i=1
kPi

J

Â
j=i

vik
2

!�1
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Convergence theory of multigrid methods

Using the XZ identity, we can obtain a uniform convergence rate of the multigrid method.

Corollary (Uniform convergence of multigrid)
The convergence rate of the multigrid method for the finite element method

a(u, v) = f (v), 8v 2 Vh

has a bound independent of the mesh size h.
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Convex optimization
V : Banach space, L : V ! R: convex function. Find u 2 V such that

min
u2V

L(u).

In many applications in machine learning, L is of the form

L(u) =
1
N

N

Â
i=1

fi (u).

Gradient descent type methods
I Full (batch) gradient descent

ut+1 = ut � htr

 
1
N

N

Â
i=1

fi (ut )

!
.

I Stochastic gradient descent (SGD)

ut+1 = ut � htrfit (ut ),

where Pr(it = k) = 1
N

.
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Convergence of SGD

Theorem
Assume that each fi (u) is l-strongly convex and krfi (u)k  M for some M > 0. If we take

ht =
a

l(t + 1)

with sufficiently large a such that

ku0 � u
⇤
k

2


a2M2

(a� 1)l2 (23)

then

Ee
2
t 

a2M2

(a� 1)l2(t + 1)
, t � 1, (24)

where et = kut � u⇤k.
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Convergence of SGD
Proof: Note that

E(rfit (ut ) · (ut � u
⇤)) = Ei1 i2 ···it (rfit (ut ) · (ut � u

⇤))

= Ei1 i2 ···it�1

1
N

N

Â
i=1
rfi (ut ) · (ut � u

⇤)

= Ei1 i2 ···it�1rf (ut ) · (ut � u
⇤)

= Erf (ut ) · (ut � u
⇤),

(25)

and Ekrfit (ut )k2  EM2 = M2.

The L2 error of SGD can be written as

Ekut+1 � u
⇤
k

2
 Ekut � htrfit (ut )� u

⇤
k

2

= Ekut � u
⇤
k

2
� 2ht E(rfit (ut ) · (ut � u

⇤)) + h2
t Ekrfit (ut )k

2

 Ekut � u
⇤
k

2
� 2ht E(rf (ut ) · (ut � u

⇤)) + h2
t M

2.

(26)

By the definition of l-strongly convex

rf (ut ) · (u
⇤
� ut ) +

l

2
ku
⇤
� utk

2
 f (ut )� f (u⇤) +rf (ut ) · (u

⇤
� ut ) +

l

2
ku
⇤
� utk

2
 0. (27)
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Convergence of SGD
Thus,

Ekut+1 � u
⇤
k

2
 Ekut � u

⇤
k

2
� ht lEkut � u

⇤
k

2 + h2
t M

2

= (1� ht l)Ekut � u
⇤
k

2 + h2
t M

2

= (1�
a

t + 1
)Ekut � u

⇤
k

2 +
a2M2

l2(t + 1)2

(28)

When t = 0, we have, based on the assumption

Ee
2
0 = ku0 � u

⇤
k

2


a2M2

(a� 1)l
, (29)

We complete the proof using mathematical induction. Suppose(24) holds for t , since
t

(t+1)2 
1

t+2 ,

Ee
2
t+1  (1�

a

t + 1
)Ekut � u

⇤
k

2 +
a2M2

l2(t + 1)2

 (1�
a

t + 1
)

a2M2

(a� 1)l2(t + 1)
+

a2M2

l2(t + 1)2


a2M2

(a� 1)l2
1

(t + 1)2 (t + 1� a + a� 1)

=
a2M2

(a� 1)l2
t

(t + 1)2 
a2M2

(a� 1)l2(t + 2)
.

(30)
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Subspace correction methods for convex optimization
V : Banach space, L : V ! R: convex function. Find u 2 V such that

min
u2V

L(u).

Space decomposition V = ÂJ

i=1 Vi , u = ÂJ

i=1 ui

Local corrections in subspaces: Find wi 2 Vi such that

min
wi2Vi

L(u + wi )

Successive subspace correction (SSC):

u  u + wi , for i = 1 : J

Parallel subspace correction (PSC):

u  u + t
J

Â
i=1

wi

Ref. Tai, X.-C. and Xu, J. (2002), Park, J. (2020)
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Convergence theory
L is M-smooth, i.e.,

L(u)  L(v) +
⌦
L
0(v), u � v

↵
+

M

2
ku � vk

2, 8u, v 2 V .

L is µ-strongly convex, i.e.,

L(u) � L(v) +
⌦
L
0(v), u � v

↵
+

µ

2
ku � vk

2, 8u, v 2 V .

Theorem (Tai and Xu (2002), Park (2020))
The MSC for convex optimization is convergent. Morever, we have

L(un)� L(u)

L(un�1)� L(u)
 1�

1
K
,

where

K ⇡ µ�1 sup
kwk=1

inf
w=ÂJ

i=1 wi

J

Â
i=1
kwik

2.
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An application: Federated learning
We consider the following N-client training model:

min
q2W

(
L(q) :=

1
N

N

Â
i=1

fi (q)

)

N: number of clients (devices)
fi : loss on local data stored on the client i

Conventionial training (GD)
q  q � hrL(q)

Federated learning (FL)
Each client performs local training (several GD steps) using its local function fi , and the results
are averaged in the server.

FedAvg: McMahan, B., Moore, E., Ramage, D., Hampson, S., and Arcas, B.A.y. (2017),
Scaffold: Karimireddy, S.P., Kale, S., Mohri, M., Reddi, S., Stich, S., and Suresh, A.T. (2020),
Scaffnew: Mishchenko, K., Malinovsky, G., Stich, S., and Richtarik, P. (2022),
DualFL: Park, J. and Xu, J. (2023).
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An application: Federated learning
Federated learning (FL)

Question: By modifying local trainings and global communications, can we design
federated learning algorithms with fewer communication costs?
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Federated Learning$ Parallel Subspace Correction
Federated learning problem

min
q2W

(
L(q) :=

1
N

N

Â
i=1

fi (q)

)

Dual problem:

min
⇠2WN

8
<

:Ld (⇠) :=
N

Â
i=1

g
⇤

i
(xi ) +

1
2Nn

�����

N

Â
i=1

xi

�����

2
9
=

; .

n 2 (0, µ]

gi = fi �
µ
2 k · k

2

g⇤
i

: W! R: convex conjugate of g defined by

g
⇤

i
(f) = sup

q2W
{hf, qi � gi (q)}
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Federated Learning$ Parallel Subspace Correction

By establishing a duality relation between federated learning and parallel subspace

correction methods, we design a new federated learning algorithm with optimal com-

munication complexity.

Park, J., & Xu, J. (2023).
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Communication efficiency

Theorem (J. Park and J. Xu, 2023)
In DualFL, the number of communication rounds M to obtain an e-accurate solution satisfies

M =

8
>>>>>>><

>>>>>>>:

O

 s
L

µ
log

1
e

!
, if each fi is µ-strongly convex and L-smooth,

O

✓
1
p

e

◆
, if each fi is µ-strongly convex,

O

✓
1
p

e
log

1
e

◆
, if each fi is convex and L-smooth.

Xu, J. (1992) Tai, X.-C & Xu, J. (2002), Park, J., & Xu, J. (2023), Park, J. (2020)
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